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Abstract

the average “full-time earnings” for criminal barristers. Fact checking websites commonly provide
the detailed analysis (not shown in the figure) performed to support the verdict.
Automating the process of fact checking has recently been discussed in the context of computational journalism (Cohen et al., 2011; Flew et al.,
2012). Inspired by the recent progress in natural
language processing, databases and information
retrieval, the vision is to provide journalists with
tools that would allow them to perform this task
automatically, or even render the articles “live” by
updating them with most current data. This automation is further enabled by the increasing online availability of datasets, survey results, and reports in machine readable formats by various institutions, e.g. EUROSTAT releases detailed statistics for all European economies.3
Furthermore, ordinary citizens need to fact
check the information provided to them. This need
is intensified with the proliferation of social media
such as Twitter, since the dissemination of news
and information commonly circumvents the traditional news channels (Petrovic, 2013). In addition, the rise of citizen journalism (Goode, 2009)
suggests that often citizens become the sources
of information. Since the information provided
by them is not edited or curated, automated fact
checking would assist in avoiding the spreading
false information.
In this paper we define the task of fact-checking.
We then detail the construction of a dataset using
fact-checked statements available online. Finally,
we describe the challenges it poses and its relation
to current research in natural language processing.

In this paper we introduce the task of fact
checking, i.e. the assessment of the truthfulness of a claim. The task is commonly
performed manually by journalists verifying the claims made by public figures. Furthermore, ordinary citizens need to assess
the truthfulness of the increasing volume
of statements they consume. Thus, developing fact checking systems is likely
to be of use to various members of society. We first define the task and detail the
construction of a publicly available dataset
using statements fact-checked by journalists available online. Then, we discuss
baseline approaches for the task and the
challenges that need to be addressed. Finally, we discuss how fact checking relates
to mainstream natural language processing
tasks and can stimulate further research.

1

Motivation

Fact checking is the task of assessing the truthfulness of claims made by public figures such
as politicians, pundits, etc. It is commonly performed by journalists employed by news organisations in the process of news article creation. More
recently, institutes and websites dedicated to this
cause have emerged such as Full Fact1 and PolitiFact2 respectively. Figure 1 shows two examples
of fact checked statements, together with the verdicts offered by the journalists.
Fact-checking is a time-consuming process. In
assessing the first claim in Figure 1 a journalist
would need to consult a variety of sources to find
1
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http://epp.eurostat.ec.europa.eu/
portal/page/portal/eurostat/home
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“social improvement” and “social mobility”.4

Task definition

4
http://blogs.channel4.com/factcheck/
factcheck-social-mobility-collapsed/

We define fact-checking to be the assignment of a
truth value to a claim made in a particular context. Thus it is natural to consider it as a binary classification task. However, it is often the
case that the statements are not completely true
or false. For example, the verdict for the third
claim in Figure 1 is M OSTLY T RUE because some
of the sources dispute it, while in the fourth example the statistics can be manipulated to support or
disprove the claim as desired. Therefore it is better to consider fact-checking as an ordinal classification task (Frank and Hall, 2001), thus allowing
systems to capture the nuances of the task.
The verdict by itself, even if graded, needs to be
supported by an analysis (e.g., what is the systems
interpretation of the statement). However, given
the difficulty of carving out exactly what the correct analysis for a statement might be, we restrict
the task to be a prediction problem so that we can
evaluate performance automatically.
Context can be crucial in fact-checking. For example, knowing that the fourth claim of Figure 1
is made by a UK politician is necessary in order
to assess it using data about this country. Furthermore, time is also important since the various comparisons usually refer to time-frames anchored at the time a claim is made.
The task is rather challenging. While some
claims such as the one about Crimea can be factchecked by extracting relations from WikiPedia,
the verdict often hinges on interpreting relatively
fine points, e.g. the last claim refers to a particular definition of income. Journalists also check
multiple sources in producing their verdicts, as in
the case of the third claim. Interestingly, they also
consider multiple interpretations of the data; e.g.
in the last claim is assessed as H ALF T RUE since
different but reasonable interpretations of the same
data lead to different conclusions.
We consider all of the aspects mentioned (time,
speaker, multiple sources and interpretations) as
part of the task of fact checking. However, we
want to restrict the task to statements that can be
fact-checked objectively, which is not always true
for the statements assessed by journalists. Therefore, we do not consider statements such as “New
Labour promised social improvement but delivered a collapse in social mobility” to be part to
the task since there are no universal definitions of

Claim (by Minister Shailesh Vara)
“The average criminal bar barrister working fulltime is earning some £84,000.”
Verdict: FALSE (by Channel 4 Fact Check)
The figures the Ministry of Justice have stressed
this week seem decidedly dodgy. Even if you do
want to use the figures, once you take away the
many overheads self-employed advocates have to
pay you are left with a middling sum of money.
Claim (by U.S. Rep. Mike Rogers)
“Crimea was part of Russia until 1954, when it
was given to the Soviet Republic of the Ukraine.”
Verdict: T RUE (by Politifact)
Rogers said Crimea belonged to Russia until
1954, when Khrushchev gave the land to
Ukraine, then a Soviet republic.
Claim (by President Barack Obama)
“For the first time in over a decade, business
leaders around the world have declared that
China is no longer the world’s No. 1 place to
invest; America is.”
Verdict: M OSTLY T RUE (by Politifact)
The president is accurate by citing one particular
study, and that study did ask business leaders
what they thought about investing in the United
States. A broader look at other rankings doesn’t
make the United States seem like such a powerhouse, even if it does still best China in some lists.
Claim (by Chancellor George Osborne)
“Real household disposable income is rising.”
Verdict: H ALF T RUE (by Channel 4 Fact Check)
RHDI did grow in latest period we know about
(the second quarter of 2013), making Mr Osborne
arguably right to say that it is rising as we speak.
But over the last two quarters we know about,
income was down 0.1 per cent. If you want to
compare the latest four quarters of data with the
previous four, there was a fall in household
income, making the chancellor wrong. But if
you compare the latest full year of results, 2012,
with 2011, income is up and he’s right again.
Figure 1: Fact-checked statements.
19

3

Dataset construction

times the verdicts relied on data that were not
available online such personal communications;
statements whose verdict relied on such data were
also deemed unsuitable for the task.
As mentioned earlier, the verdicts on the websites are accompanied by lengthy analyses. While
such analyses could be useful annotation for intermediate stages of the task — e.g. we could use
it as supervision to learn how to combine the information extracted from the various sources into
a verdict — we noticed that the language used in
them is indicative of the verdict.7 Thus we decided
not to include them in the dataset, as it would enable tackling part of the task as sentiment analysis. Out of the 221 fact-checked statements examined, we judged 106 as suitable. The dataset collected including our suitability judgements is publicly available8 and we are working on extending
it so that it can support the development and the
automatic evaluation of fact checking approaches.

In order to construct a dataset to develop and evaluate approaches to fact checking, we first surveyed
popular fact checking websites. We decided to
consider statements from two of them, the fact
checking blog of Channel 45 and the Truth-OMeter from PolitiFact.6 Both websites have large
archives of fact-checked statements (more than
1,000 statements each), they cover a wide range of
prevalent issues of U.K. and U.S. public life, and
they provide detailed verdicts with fine-grained labels such as M OSTLY FALSE and H ALF T RUE.
We examined recent fact-checks from each
website at the time of writing. For each statement, apart from the statement itself, we recorded
the date it was made, the speaker, the label of
the verdict and the URL. As the two websites
use different labelling schemes, we aligned the labels of the verdicts to a five-point scale: T RUE,
M OSTLY T RUE, H ALF T RUE, M OSTLY FALSE and
FALSE. The speakers included, apart from public figures, associations such as the American Beverage Association, activists, even viral FaceBook
posts submitted by the public.
We then decided which of the statements should
be considered for the task proposed. As discussed
in the previous section we want to avoid statements that cannot be assessed objectively. Following this, we deemed unsuitable statements:

4

Baseline approaches

As discussed in Section 2, we consider fact checking as an ordinal classification task. Thus, in theory it would be possible to tackle it as a supervised
classification task using algorithms that learn from
statements annotated with the verdict labels. However this is unlikely to be successful, since statements such as the ones verified by journalists do
not contain the world knowledge and the temporal
and spatial context needed for this purpose.
A different approach would be to match statements to ones already fact-checked by journalists
and return the label in a K-nearest neighbour fashion.9 Thus the task is reduced to assessing the semantic similarity between statements, which was
explored in a recent shared task (Agirre et al.,
2013). An obvious shortcoming of this approach
is that it cannot be applied to new claims that have
not been fact-checked, thus it can only be used to
detect repetitions and paraphrases of false claims.
A possible mechanism to extend the coverage of
such an approach to novel statements is to assume
that some large text collection is the source of all
true statements. For example, Wikipedia is likely

• assessing causal relations, e.g. whether a
statistic should be attributed to a particular law
• concerning the future, e.g. speculations involving oil prices
• not concerning facts, e.g. whether a politician
is supporting certain policies
For the statements that were considered suitable, we also collected the sources used by the
journalists in the analysis provided for the verdict.
Common sources include tables with statistics and
reports from governments, think tanks and other
organisations, available online. Automatic identification of the sources needed to fact check a statement is an important stage in the process, which is
potentially useful in its own right in the context
of assisting journalists in a semi-automated factchecking approach Cohen et al. (2011). Some-

7

E.g. part of the analysis of the first claim in Figure 1
reads: “the full-time figure has the handy effect of stripping
out the very lowest earners and bumping up the average”.
8
https://sites.google.com/site/
andreasvlachos/resources
9
The Truth-Teller by Washington Post (http://
truthteller.washingtonpost.com/) follows this
approach.
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http://blogs.channel4.com/factcheck/
6
http://www.politifact.com/
truth-o-meter/statements/
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Finally, the compilation of the answers into a verdict could be considered as a form of logic-based
textual entailment (Bos and Markert, 2005).
However, the fact-checking stages described include a novel task, namely question construction for a given statement. This task is likely
to rely on semantic parsing of the statement followed by restructuring of the logical form generated. Since question construction is a rather uncommon task, it is likely to require human supervision, which could possibly be obtained via crowdsourcing. Furthermore, the open-domain nature of
fact checking places greater demands on the established tasks of information extraction and semantic parsing. Thus, fact-checking is likely to stimulate research in these tasks on methods that do
not require domain-specific supervision (Riedel et
al., 2013) and are able to adapt to new information
requests (Kwiatkowski et al., 2013).
Fact-checking is related to the tasks of textual
entailment (Dagan et al., 2006) and machine comprehension (Richardson et al., 2013), with the difference that the text which should be used to predict the entailment of the hypothesis or the correct
answer respectively is not provided in the input.
Instead, systems need to locate the sources needed
to predict the verdict label as part of the task. Furthermore, by defining the task in the context of
real-world journalism we are able to obtain labeled
statements at no annotation cost, apart from the assessment of their suitability for the task.

to contain a statement that would match the second claim in Figure 1. However, it would still be
unable to tackle the other claims mentioned, since
they require calculations based on the data.

5

Discussion

The main drawback of the baseline approaches
mentioned (aside from their potential coverage) is
the lack of interpretability of their verdicts, also referred to as algorithmic accountability (Diakopoulos, 2014). While it is possible for a natural language processing expert to inspect aspects of the
prediction such as feature weights, this tends to
become harder as the approaches become more sophisticated. Ultimately, the user of a fact checking
system would trust a verdict only if it is accompanied by an analysis similar to the one provided
by the journalists. This desideratum is present in
other tasks such as the recently proposed science
test question answering (Clark et al., 2013).
Cohen et al. (2011) propose that fact checking
is about asking the right questions. These questions might be database queries, requests for information to be extracted from textual resources,
etc. For example, in checking the last claim in Figure 1 a critical reader would like to know what are
the possible interpretations of “real household disposable income” and what the calculations might
be for other reasonable time spans.
The manual fact checking process suggests an
approach that is more likely to give an interpretable analysis and would decompose the task
into the following stages:

6

Conclusions

In this paper we introduced the task of fact checking and detailed the construction of a dataset using statements fact-checked by journalists available online. In addition, we discussed baseline approaches that could be applied to perform the task
and the challenges that need to be addressed.
Apart from being a challenging testbed to stimulate progress in natural language processing, research in fact checking is likely to inhibit the intentional or unintentional dissemination of false
information. Even an approach that would return
the sources related to a statement could be very
helpful to journalists as well as other critical readers in a semi-automated fact checking approach.

1. extract statements to be fact-checked
2. construct appropriate questions
3. obtain the answers from relevant sources
4. reach a verdict using these answers
The stages of this architecture can be mapped
to tasks well-explored in the natural language processing community. Statement extraction could
be tackled as a sentence classification problem,
following approaches similar to those proposed
for speculation detection (Farkas et al., 2010) and
veridicality assessment (de Marneffe et al., 2012).
Furthermore, obtaining answers to questions from
databases is a task typically addressed in the context of semantic parsing research, while obtaining
such answers from textual sources is usually considered in the context of information extraction.
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